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CUDA STREAMS

Exercise

Q1) Check whether we could make use of CUDA managed unified
memory, i.e. cudaMallocManaged(), within applications us-
ing CUDA streams, for example stream__test.cu
Evaluate concurrency with the help of nvvp.

— https://tinyurl.com/cuda4dummies/ii/t/stream_test.cu
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Al) Yes, in principle (see below version).
However, care must be taken to synchronize individual
streams before managed unified memory can be accessed on
the host in the usual manner.

i) This is going to be an interactive session, so some-
one in the breakout room must share his/her screen
(should already have ssh-logged-in with -X);

i)  Get a GPU node and figure out which,
salloc
squeue -u $(whoami)

i) Log into the allocated GPU node, again with -X
ssh -X n37whateverthename
cd CUDA /ii/ho3
module load cuda/9.1.85

— https://tinyurl.com/cudad4dummies/ii/t/stream_test_v2.cu
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iv)  Follow instructions given in the top section of
stream__test.cu
nvcc . /stream_test.cu -o ./stream_legacy
nvvp ./stream_legacy
discuss with fellows in the breakout
room and proceed with the comparison to
Sstream__test_v2.cu
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Exercise

Q2) What happens if we drop the kernel call to the default stream
and is the mentioned compile flag --default-stream per-thread
required under all circumstances ?
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A2) The resulting multi-stream code achieves good concurrency
as long as no unspecified kernel call (going into the default
stream) is among the execution configurations. If the latter
is true, there is no need for the compiler flag --default-stream
per-thread; (similar breakout room handling as in Q1);

— https://tinyurl.com/cudad4dummies/ii/t/stream_test_v3.cu
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