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CUDA in Everyday Life
CUDA Streams

Exercise

Q1) What is the observed behaviour regarding stream concurrency
if we introduce true grids per stream rather than dummy grids
with just a single threadblock ?
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CUDA in Everyday Life
CUDA Streams cont.

A1) The resulting concurrency pattern becomes quasi-sequential
with individual streams executed one after the other. So since
the initial kernel launch already consumes all of the avaiable
CUDA cores, all subsequent streams have to wait for resources
to become vacant again.

i) Again to be carried out in interactive mode, so some-
one in the breakout room must again share his/her
screen (initial ssh-login including -X);

ii) Get a GPU node and identify which,
salloc
squeue -u $(whoami)
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CUDA in Everyday Life
CUDA Streams cont.

iii) Log into the allocated GPU node, again with -X
ssh -X n37whateverthename
cd CUDA/ii/t
module load cuda/9.1.85

iv) Follow instructions given in the top section of
stream_test_v4.cu
nvcc --default-stream per-thread ./stream_test_v4.cu -o

./stream_v4_per-thread

nvvp ./stream_v4_per-thread
... discuss with fellows in the breakout room ...
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CUDA in Everyday Life
CUDA Streams cont.

Exercise

Q2) How could one introduce OpenMP here ? Imagine a scenario
where instead of the loop over i we have an OpenMP code
branching out into individual threads on the host, each of
them operating its own stream on the GPU in concurrent
manner; wouldn’t that be the simplest way to make optimal
use of a particular compute server ?
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CUDA in Everyday Life
CUDA Streams cont.

A2) In principle the default implementation was already opera-
tional (see below version). However, concurrency of streams
becomes visible only within nvvp not within nvidia-smi for ex-
ample ! There is also a certain delay for concurrent streams,
hence going parallel with OpenMP is not without overhead !
(similar breakout room handling as in Q1);
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CUDA in Everyday Life
CUDA Streams cont.

Exercise

Q3) What could we do to make individual OMP threads visible
within a standard ’top’ in the xterm ?
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CUDA in Everyday Life
CUDA Streams cont.

A3) Introduce a dummy loop inside the OMP-thread section (see
below version), or alternatively inside the kernel section it-
self; again, concurrent streams will not become visible inside
nvidia-smi ! The non-optimal level of concurrency of individ-
ual OMP threads is hardly visible in nvvp due to the extended
runtime ! (similar breakout room handling as in Q1);
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CUDA in Everyday Life
CUDA Libraries: CUSOLVER

Exercise

Q4) Solve the eigenvalue/eigenvector problem of the following
matrix

A =















1.96 −6.49 −0.47 −7.20 −0.65
−6.49 3.80 −6.39 1.50 −6.34
−0.47 −6.39 4.17 −1.51 2.67
−7.20 1.50 −1.51 5.70 1.80
−0.65 −6.34 2.67 1.80 −7.10















using cusolverDN
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CUDA in Everyday Life
CUDA Libraries: CUSOLVER cont.

A4) Eigenvalues are,
-11.07 -6.23 0.86 8.87 16.09
and eigenvectors those already mentioned in Q1 of
hands-on session 4, using CUBLAS (see below version);
i) vi ./chck_cusolver_syevd.cu

sbatch ./slrm.sbmt.q4.scrpt
more slurm-*.out
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CUDA in Everyday Life
NVIDIA Nsight Compute CLI

Exercise

Q5) Use the 3-step process for NVIDIA Nsight Compute CLI to
determine causes of improvement when profiling the series
mmm_example_[1-3].cu (DEMO !)
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CUDA in Everyday Life
NVIDIA Nsight Compute CLI cont.

A5) i) Adding a baseline (using the most simplistic approach) and
doing relative comparisons to this baseline is a very straight-
forward way of identifying improvements in different im-
plementations; for example, mmm_example_2.cu versus
mmm_example_1.cu (baseline) immediately points out im-
provements in terms of memory access, but degradation in
SM performance mainly because of fewer instructions per
cycle, which is a consequence of a reduced number of warps
(eligible as well as active) per cycle making warp cycles per
issued instruction increase; also simply looking at Duration
[msecond] reveals an almost doubling of the exe-time while
memory throughput has dropped from 67 GB/s to 2 GB/s

ii) mmm_example_3.cu versus mmm_example_1.cu (base-
line) demonstrates a significant reduction in exe-time (Du-
ration) at better SM utilization and comparable memory
access (both at 80% of theoretical max, aka SOL); here the
inverse trend is observed w.r.2 instructions/cycle and warps
dynamics; memory throughput however has also dropped
from 67 GB/s to 17 GB/s
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